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Abstract—We present a strategy for GPU acceleration of a
multiphase compressible flow solver that brings us closer to
exascale computing. Given the memory-bound nature of most
CFD problems, one must be prudent in implementing algorithms
and offloading work to accelerators for efficient use of resources.
Through careful choice of OpenACC decorations, we achieve
46% of peak GPU FLOPS on the most expensive kernel, leading
to a 500-times speedup on an NVIDIA A100 compared to 1
modern Intel CPU core. The implementation also demonstrates
ideal weak scaling for up to 13824 GPUs on OLCF Summit.
Strong scaling behavior is typical but improved by reduced
communication times via CUDA-aware MPI.

Index Terms—GPU acceleration, exascale, multiphase flow,
compressible flow

I. INTRODUCTION

Multiphase compressible flow simulations are critical to
understanding various physical problems such as breakup
and formation of liquid droplets [1], bubble cavitation [2],
[3], and shock wave attenuation [4]. Compressible flow al-
gorithms consist primarily of vector operations, typically of
low arithmetic intensity. This limits speedup on GPUs due to
memory-bound kernels. Further, bidirectional communication
is required between neighboring grid cells every time step for
computing derivatives.

Here, we present strategies that we found particularly suc-
cessful for large compressible flow simulations. The results are
demonstrated on the multiphase solver MFC [5]. We show a
300-times speedup on an NVIDIA A100 GPU compared to an
Intel Xeon Cascade Lake CPU core. The methodology scales
up to 13824 on OLCF Summit at 97% efficiency.

II. BACKGROUND

MFC uses interface capturing methods [6], [7] that also
serve as governing equations. The equations are solved dis-
cretely via a finite volume method with high-order accurate
WENO reconstruction, representing interfaces without spuri-
ous oscillations [8]. The algorithm uses an HLLC Riemann
solver [9] and a Total Variation Diminishing (TVD) Runge–
Kutta time stepper [10]. MFC is a Fortran90 codebase that
offloads all compute kernels to GPUs via OpenACC 2.6. Near-
ideal CPU scaling has already been demonstrated [5].
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Fig. 1. Double precision (DP) roofline and performance for the most
expensive compute kernel, WENO reconstruction, on OLCF Summit.

III. RESULTS

A. Kernel Performance

As the discrete conservation laws act on a system of
conservative variables, user-defined data types are employed
throughout the code for convenience. Due to dimensional
splitting in the process of flux addition, a temporary reshape
of the input variables is necessary to ensure coalesced memory
access. For this purpose, the use of multidimensional arrays
resulted in a 6-times speed up of the most expensive kernel
(WENO) on GPUs compared to user-defined derived types.

Performance improvements follow from metaprogramming
techniques, including the use of a pre-processor, Fypp, that
passes user inputs as parameters. These parameters allocate
fixed-size private arrays in GPU kernels and are available at
compile time. This strategy enables the use of CUDA local
memory for efficient memory access. We can also use the fixed
parameters to eliminate large conditional blocks in kernels,
leading to improved times via judicious use of available GPU
registers. This strategy alone results in 8- and 2-times speedups
of the two most expensive kernels, which are associated with
WENO and the Riemann solver, respectively.

Figure 1 shows the performance of the most expensive
kernel in MFC, WENO, and the double precision (DP) roofline
for the NVIDIA V100 GPU it ran on. The WENO kernel
achieves 46% of V100 peak FP64 performance. This results
from the high computational intensity and careful memory
reuse in this kernel, resulting in a 500-times speedup for a
3D problem of size 8 million when using 1 NVIDIA A100
over 1 modern Intel CPU core.
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Fig. 2. Weak scaling on Summit for a 3D multiphase problem.

Next, we probe performance on an NVIDIA A100 (OLCF
Wombat) and V100 (Summit) GPUs by comparing perfor-
mance against Intel Xeon Cascade lake (PSC’s Bridges2)
CPUs with compiler optimizations. We observe average wall-
clock times and speedups for both GPUs on a 3D problem of
size 8 million points, which is close to the memory limit of
a V100 GPU. Results show that the algorithm is 1.72-times
faster on an A100 when compared to a V100, resulting in
better performance than one would anticipate between the two
cards based on double precision performance limits (a factor of
1.24). This can be attributed to higher memory bandwidth (1.7-
times), and faster GPU interconnects (2-times) on an A100
over a V100.

We also observe that a single A100 or V100 has 7- and 4.5-
times faster execution time than two Intel Xeon Cascade lake
CPUs (40 cores). Thus, on a PSC Bridges2 node with 8 V100
GPUs, we obtain a 22-times speedup compared to the two
Intel CPUs on the compute nodes of the same supercomputer.

While computation is offloaded completely to the GPUs,
one must still transfer data, including halo transfers and I/O
data dumps. Halo transfers are insignificant on CPUs but
constitute a meaningful (∼10%) portion of the overall wall-
clock times on GPUs, even for large problems (8 million grid
points in 3D). I/O transfers take up a significant amount of
time on GPUs, equivalent to about ten time steps. However,
their effect on overall simulation times for compressible flows
is insignificant, as I/O is often required just once every
thousand time steps.

B. Scaling

Figure 2 shows the weak scaling performance for a 3D
multiphase problem of size 1 million points per GPU on OLCF
Summit. The base case uses 216 GPUs (36 nodes on Summit),
and all subsequent wall times are normalized with the base
case. We observe near ideal (within 3%) efficiency for up to
13824 GPUs (2304 nodes), thus facilitating the ability to run
large multi-GPU simulations while preserving speedups.

Halo exchange times are prominent at smaller problem
sizes on GPUs. Thus, minimizing communication time is of
paramount importance to achieve ideal strong scaling. CUDA-
aware MPI can drastically (4x) reduce halo exchange time
by using faster GPU interconnects to transfer buffers while
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Fig. 3. Strong scaling on OLCF Summit. Labels are problem size per GPU.

Fig. 4. Streamlines of a collapsing bubble cloud near wall.

simultaneously preventing the need for data transfer between
host and device.

Figure 3 shows MFC’s strong scaling performance on Sum-
mit for the same problem as the weak scaling analysis with the
base case using 8 NVIDIA V100 GPUs. The largest problem
that can fit on a V100 GPU consisting of 64 million grid
points (8M per GPU, red) retains 84% of ideal performance
even when the node count is increased by a factor of 10. For
smaller problems (2M, green) and a large number of GPUs,
a larger deviation from ideal performance is observed due to
the prominence of MPI transfers (∼50% of run time).

We test the ability to conduct large multiphase simulations
on GPUs by running a sample problem of size 216 million
on 216 GPUs (36 nodes on Summit). Figure 4 shows the
corresponding simulation of 50 bubbles in water collapsing
near a wall.

IV. CONCLUSION

Kernel optimizations coupled with careful memory use can
improve the arithmetic intensity of multiphase compressible
flow simulations, resulting in large GPU speedups. Using
effective MPI communication techniques to ensure scalability
will also facilitate the preservation of such speedups for large
multi-GPU runs.
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